Test #3 Answers 
STAT 494/873
Fall 2025


Complete the problems below. Use R for all calculations and plots. Make sure to fully explain all answers and show your work to receive full credit.

1) (40 total points) This problem examines a data set containing measurements on two species of finches (a type of bird). The data is in the test3.csv file that is available on the graded web page of the course website. This data is the same as used on Test #2 but only three variables are in it. Below is an example of how I read the data into R.  

> set1 <- read.csv(file = "test3.csv")
> head(set1)
  Species BodyL WingL
1       P   112    62
2       P   115    65
3       P   112    62
4       P   110    63
5       P   110    64
6       P   115    63

The Species variable contains the two types of finch species represented (“P” and “F”). The remaining variables provide measurements on each finch in the sample. The exact meaning of these remaining variables is not important for the test. The ultimate goal is to predict Species using these remaining variables. 

Complete the following parts using this data set. 
a) (9 points) For the first observation, write out the matrix form of the Mahalanobis distance for the F population (Species = F) assuming the covariance matrices are equal, prior probabilities are equal, resubstitution is used, and no costs are used. In your answer, you need to write out the correct vectors and matrices with their corresponding observed values. You do NOT need to multiply out the vectors and matrices or find inverses!  


 

> obs1 <- t(as.matrix(set1[1,2:3]))  # Force it to be an actual column vector
> obs1
        1
BodyL 112
WingL  62

> pop0 <- set1[set1$Species == "F",2:3]
> pop1 <- set1[set1$Species == "P",2:3]
> N0 <- nrow(pop0)
> N1 <- nrow(pop1)

> sigma.hat0 <- cov(pop0)
> sigma.hat0
         BodyL    WingL
BodyL 63.93290 19.39069
WingL 19.39069 11.05465

> sigma.hat1 <- cov(pop1)
> sigma.hat1
         BodyL    WingL
BodyL 28.45679 2.060880
WingL  2.06088 3.992361

> sigma.hat.p <- ((N0 - 1)*sigma.hat0 + (N1 - 1)*sigma.hat1)/(N0 + N1 - 2)
> sigma.hat.p
          BodyL    WingL
BodyL 35.833011 5.664108
WingL  5.664108 5.460759

> mu.hat0 <- as.matrix(colMeans(pop0)) 
> mu.hat1 <- as.matrix(colMeans(pop1))
> mu.hat0
           [,1]
BodyL 128.13636
WingL  69.43182

> mu.hat1
          [,1]
BodyL 115.2346
WingL  62.2963

b) (8 points) Using linear discriminant analysis, proportional prior probabilities, and cross-validation, insert the number of correct and incorrect classifications in the four empty cells of the table below. Make sure to still include your R code and output! 

	
	
	Classified

	
	
	F
	P

	Original
	F
	15 
	7 

	
	P
	1 
	80 



> summarize.class <- function(original, classify) {
    class.table <- table(original, classify)
    numb <- rowSums(class.table)
    prop <- round(class.table/numb,4)
    overall <- round(sum(diag(class.table))/sum(class.table),4)
    list(class.table = class.table, prop = prop, overall.correct = overall)
 }

> DA2 <- lda(formula = Species ~ BodyL + WingL, data = set1, CV = TRUE)
> lda.accuracy <- summarize.class(original = set1$Species, classify = 
    DA2$class)
> lda.accuracy
$class.table
        classify
original  F  P
       F 15  7
       P  1 80

$prop
        classify
original      F      P
       F 0.6818 0.3182
       P 0.0123 0.9877

$overall.correct
[1] 0.9223

c) (8 points) Continuing b), state the posterior probabilities for observation #1 and show how the classification of this observation is made with them.

> head(DA2$posterior)
             F         P
1 0.0006499737 0.9993500
2 0.0308263681 0.9691736
3 0.0006499737 0.9993500
4 0.0013868355 0.9986132
5 0.0043032901 0.9956967
6 0.0033869851 0.9966130

The first observation has a probability of 0.0006 for F and 0.9994 for P. Because P is larger than F, the observation is classified as P.

d) (8 points) Apply nearest neighbor classification using K = 3, cross-validation, and standardized variables. Set a seed of 5261 before implementing the correct function. Insert the number of correct and incorrect classifications in the four empty cells of the table below. Make sure to still include your R code and output! 

	
	
	Classified

	
	
	F
	P

	Original
	F
	 17
	5 

	
	P
	 4
	 77



> library(class)
> Z <- scale(set1[,2:3])

> set.seed(5261)
> NNC.cv <- knn.cv(train = Z, cl = set1$Species, k = 3, prob = TRUE)
> summarize.class(original = set1$Species, classify = NNC.cv)
$class.table
        classify
original  F  P
       F 17  5
       P  4 77

$prop
        classify
original      F      P
       F 0.7727 0.2273
       P 0.0494 0.9506

$overall.correct
[1] 0.9126

e) (7 points) Describe the most appropriate process that can be used to determine the “best” value of K to use for nearest neighbor classification with this data. You do NOT need to actually implement it! 

A large number of values of K can be used with nearest neighbor classification and cross-validation. The “best” K is the value which maximizes the overall correct classification rate. If a particular species type was of more interest than the other, the correct classification rate for one of the species could be focused on instead. 

One should be careful to avoid situations where ALL of the observations are classified as P. In this situation, the correct classification rate is (# of P’s)/(total observations) = 81/103 = 0.7864. As K increases, the correct classification will get closer to this value. Of course, the error rate for F then goes toward 100% as K increases. 

2) (14 total points) The following questions are regarding the use of logistic regression for classification. 
a) 

(7 points, see 30:19 in 11/24/25 video) Show that  can be rewritten as . Include all steps in your proof. 



The  expression is equivalently written as . Then






b) (7 points) Below is an ROC curve plot without the ROC curve on it! Describe what the best possible ROC curve would look like on this plot when the goal is to correctly classify observations. If you can, you may draw the ROC curve on the plot instead of describing it. 

[image: ]
[image: ]
The line should be at a sensitivity of 1 for all of the false positive values. This was a question on p. 29 of the logistic regression notes and the answer was discussed in class.





3) (26 total points) A cluster analysis is performed on a data set using the furthest neighbor method with standardized variables. 
a) Below is the hierarchical tree diagram. 

[image: A diagram of a network

AI-generated content may be incorrect.]
Answer the following questions using the above plot. 
i) (6 points) Why are 4 clusters a poor choice for the number of clusters?

Four clusters is a poor choice due to the relatively small distance between 4 and 5 clusters in the hierarchical tree diagram. 

ii) (6 points) Why are 3 clusters a good choice for the number of clusters? 

Three clusters is a good choice due to the relatively large distance between 3 and 4 clusters in the hierarchical tree diagram. 

b) (7 points) Explain how the furthest neighbor method determined which clusters to join together when going from 4 to 3 clusters. Make sure to clearly describe how distance is defined for this clustering method in your explanation. 

The distance between two clusters is the furthest standardized Euclidean distance between two observations across the two clusters. R calculates these distances between all four clusters. Thus, there are a total of 6 different distances. The smallest distance corresponds to the two clusters that are joined. For this data set, this means the cluster that contains observations 35, 81, … is joined with the cluster that contains 25, 68, … . 

c) (7 points) Suppose 3 clusters are chosen for this data set. How can principal component analysis be used to determine if 3 is truly a good choice? Be specific about what to look for in the analysis. 

The scores for the first two or three principal components can be plotted in a scatter plot to view the data in a small number of dimensions. The color and/or symbol of the plotting point can be used to represent the observations belonging to a particular cluster. If the observations within each cluster are near each other and the clusters are separted, then three clusters may be a good choice. 

4) (20 total points) Complete the following: 
a) (8 points) When is cluster analysis rather than nearest neighbor classification more appropriate to use? Conversely, when is nearest neighbor classification rather than cluster analysis more appropriate to use? 

The key difference between the two is nearest neighbor classification is used when the populations are known for observations in a data set. In contrast, cluster analysis is used when the populations are unknown for observations in a data set. 

b) (Similar to practice problems) Suppose there are two populations:


Population #1 is characterized by  

Population #2 is characterized by 

where w > 0 and v > 0. Large samples are taken from each of these populations with the goal of developing a statistical method to correctly classify observations into their corresponding populations.
i) (6 points) Suppose v = 1. As w increases, will statistical methods classify the observations better or worse? Explain. 

Better because the samples will overlap less as w increases (populations are getting farther apart).  

ii) (6 points) Suppose w = 2. Will statistical methods classify the observations better or worse as v increases from a value very close to 0 to a value equal to 1? Explain. 

Worse because the samples overlap more as the variance increases. With a very small value and w = 2, there should be very little overlap between the samples.   






2

image2.wmf
011

logit()x

p=b+b


oleObject2.bin

image3.wmf
011

011

x

x

e

1e

b+b

b+b

p=

+


oleObject3.bin

image4.wmf
logit()

p


oleObject4.bin

image5.wmf
log(/(1))

p-p


oleObject5.bin

image6.wmf
011

011

011

011011

log(/(1))x

/(1)exp(x

(1)exp(x

ex

)

p(

)

))

xexp(x

p-p=b+b

p-p=b+b

p=-pb+b

p=b+bpb+b

Û

Û

Û-


oleObject6.bin

image7.wmf
011011

011011

011

011

exp(xexp(x

[1exp(xexp(x

exp(

))

)])

)

x

1exp(x

)

p+pb+b=b+b

p+b+bb+b

Û

Û=

Û=

b+b

p

+b+b


oleObject7.bin

image8.emf
0.0 0.2 0.4 0.6 0.8 1.0

0.0

0.2

0.4

0.6

0.8

1.0

False positive rate

Sensitivity


image9.png




image10.png




image11.png
Height

— I

-

g7§:




image12.wmf
2

010

N,

001

æö

éùéù

ç÷

êúêú

ëûëû

èø


oleObject8.bin

image13.wmf
2

wv0

N,

00v

æö

éùéù

ç÷

êúêú

ëûëû

èø


oleObject9.bin

image1.wmf
(

)

(

)

1

F1F1F

1

ˆ

dxˆxˆ

112128.1435.835.66112128.14

6269.435.665.466269.43

-

-

¢

=-S-

¢

æöæö

éùéùéùéùéù

=--

ç÷ç÷

êúêúêúêúêú

ëûëûëûëûëû

èøèø

mm


oleObject1.bin

