Chapter 9 homework

· Complete exercises 9.10 (for part a, use examine.mod.multiple.R), 9.11, 9.18 (for part a, use AIC and hypothesis test methods), 9.21 (the last sentence refers to material in Section 9.5 so wait until this section to answer the question), 9.25 (for part a., use examine.mod.multiple.R; for part c., see p. 358 for what KNN refers to as "bias" - paragraph below equation 9.10)
· Examine tests from 2012

· Reproduce all examples in the notes

9.10     Answer key:
[image: image1.jpg]9.10. b,

X [1.102 181 327

X, 1510 307
Xz 1o
i 1

e ¥ =—1243820 + 2057X, + .0483X; + 1.3060X; + 5198X,

911 a
Subset R
X5, X5, 560
s 9555
X1, X3 9260

X1, X2, X 9247




Additional results
Be careful with reading in the data.  Y is the first column, not X1.  
a. Possible unusually small value for X3
b. Serious – no; but there is some moderate to strong correlation
c. Using just a t-test, it looks like X2 may not be needed for a model.  Again, this does not mean that X2 is a bad predictor of Y itself.  Instead, it means that when accounting for the other variables in the model, X2 may not be needed.  Also, the form of X2 in the model could be specified incorrectly which is leading to this large p-value for Ho:(2 = 0 vs. Ha:(2 ( 0
9.11     Answer key:
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Below is my code and output:

>   fit.stat<-function(model, data, MSE.all) {

      mod.fit<-lm(formula = model, data = data)

      sum.fit<-summary(mod.fit)

      aic.mod<-AIC(object = mod.fit, k = 2)

      SBC.mod<-AIC(object = mod.fit, k = log(length(mod.fit$residuals)))  

      sse<-anova(mod.fit)$"Sum Sq"[length(anova(mod.fit)$"Sum Sq")]

      p<-length(mod.fit$coefficients)

      n<-length(mod.fit$residuals)

      Cp<-sse/MSE.all - (n-2*p)

      press<-sum(mod.fit$residuals^2/(1 - lm.influence(mod.fit)$hat)^2)

      data.frame(Rsq = sum.fit$r.squared, AdjRsq = sum.fit$adj.r.squared, 

                 AIC.stat = aic.mod, SBC.stat = SBC.mod, PRESS = press, Cp = Cp)

    }

>   mod.fit<-lm(formula = Y ~ X1 + X2 + X3 + X4, data = set1)

>   sum.fit<-summary(mod.fit)

>   MSE.all<-sum.fit$sigma^2

>   #4 variable model

>   var4<-cbind(model = 1, fit.stat(model = Y ~ X1 + X2 + X3 + X4, data = set1, 

                MSE.all = MSE.all))  

>   var4

  model       Rsq    AdjRsq AIC.stat BIC.stat    PRESS Cp

1     1 0.9628918 0.9554702 147.9011 155.2144 518.9885  5

>   #3 variable model

>   mod3.1<-fit.stat(model = Y ~ X1 + X2 + X3     , data = set1, MSE.all = MSE.all)

>   mod3.2<-fit.stat(model = Y ~ X1 + X2 +      X4, data = set1, MSE.all = MSE.all)

>   mod3.3<-fit.stat(model = Y ~ X1 +      X3 + X4, data = set1, MSE.all = MSE.all)

>   mod3.4<-fit.stat(model = Y ~      X2 + X3 + X4, data = set1, MSE.all = MSE.all)

>   var3<-cbind(model = 1:4, rbind(mod3.1, mod3.2, mod3.3, mod3.4))

>   round(var3[rev(order(var3$AdjRsq)),],2)

   model  Rsq AdjRsq AIC.stat SBC.stat   PRESS    Cp

12     3 0.96   0.96   146.79   152.89  471.45  3.73

1      1 0.93   0.92   160.26   166.36  831.15 18.52

13     4 0.88   0.86   175.46   181.55 1570.56 48.23

11     2 0.85   0.82   181.58   187.68 1885.85 66.35

>   #2 variable model

>   mod2.1<-fit.stat(model = Y ~ X1 + X2          , data = set1, MSE.all = MSE.all)

>   mod2.2<-fit.stat(model = Y ~ X1 +           X4, data = set1, MSE.all = MSE.all)

>   mod2.3<-fit.stat(model = Y ~ X1 +      X3     , data = set1, MSE.all = MSE.all)

>   mod2.4<-fit.stat(model = Y ~      X2 + X3     , data = set1, MSE.all = MSE.all)

>   mod2.5<-fit.stat(model = Y ~      X2 +      X4, data = set1, MSE.all = MSE.all)

>   mod2.6<-fit.stat(model = Y ~           X3 + X4, data = set1, MSE.all = MSE.all)

>   var2<-cbind(model = 1:6, rbind(mod2.1, mod2.2, mod2.3, mod2.4, mod2.5, mod2.6))

>   round(var2[rev(order(var2$AdjRsq)),],2)

   model  Rsq AdjRsq AIC.stat SBC.stat   PRESS     Cp

12     3 0.93   0.93   158.67   163.55  760.97  17.11

15     6 0.88   0.87   173.81   178.68 1449.60  47.15

11     2 0.82   0.80   184.03   188.90 2109.90  80.57

13     4 0.81   0.79   185.24   190.12 2206.65  85.52

14     5 0.78   0.76   188.02   192.89 2491.80  97.80

1      1 0.46   0.42   210.65   215.52 6444.04 269.78

>   #1 variable model

>   mod1.1<-fit.stat(model = Y ~ X1               , data = set1, MSE.all = MSE.all)

>   mod1.2<-fit.stat(model = Y ~      X2          , data = set1, MSE.all = MSE.all)

>   mod1.3<-fit.stat(model = Y ~           X3     , data = set1, MSE.all = MSE.all)

>   mod1.4<-fit.stat(model = Y ~                X4, data = set1, MSE.all = MSE.all)

>   var1<-cbind(model = 1:4, rbind(mod1.1, mod1.2, mod1.3, mod1.4))

>   round(var1[rev(order(var1$AdjRsq)),],2)

   model  Rsq AdjRsq AIC.stat SBC.stat   PRESS     Cp

12     3 0.80   0.80   183.42   187.07 2064.60  84.25

13     4 0.76   0.75   189.00   192.66 2548.63 110.60

1      1 0.26   0.23   216.56   220.22 7791.60 375.34

11     2 0.25   0.21   217.16   220.81 7991.10 384.83

The “best” models are:

	Number of variables
	Variables
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	1
	X3
	0.80

	2
	X1, X3
	0.93

	3
	X1, X3, X4
	0.96

	4
	X1, X2, X3, X4
	0.96


I would choose based upon the number of variables and how much extra benefit there is to adding an additional variable.  Overall, I would choose X1 and X3.  However, I would examine X4 later on in step 3 of the model-building process.  A correct answer would be to still use the X1, X3, X4 model since it does have the largest 
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Another answer to this question would be to include variables where one knows that they should be important (based upon your prior knowledge of the problem).  Since no information is given about these 4 tests, this would be difficult to do here.     

Also, one could look at the other measures as well.  For example, the smallest AIC corresponds to the X1, X3, X4 model.  
9.18     Answer key:

[image: image5.jpg]9.18. a. X, Xj, Xy




Part of my R code and output:

>   #Using AIC

>   mod.fit.both<-lm(formula = Y ~ 1, data = set1)

>   step.both<-step(object = mod.fit.both, direction = "both", scope=list(lower = Y 

                    ~ 1, upper = Y ~ X1 + X2 + X3 + X4), k = 2)  

Start:  AIC= 149.3 

 Y ~ 1 

       Df Sum of Sq    RSS    AIC

+ X3    1    7286.0 1768.0  110.5

+ X4    1    6843.3 2210.7  116.1

+ X1    1    2395.9 6658.1  143.6

+ X2    1    2236.5 6817.5  144.2

<none>              9054.0  149.3

Step:  AIC= 110.47 

 Y ~ X3 

       Df Sum of Sq    RSS    AIC

+ X1    1    1161.4  606.7   85.7

+ X4    1     656.7 1111.3  100.9

<none>              1768.0  110.5

+ X2    1      12.2 1755.8  112.3

- X3    1    7286.0 9054.0  149.3  
Step:  AIC= 85.73 

 Y ~ X3 + X1 

       Df Sum of Sq    RSS    AIC

+ X4    1     258.5  348.2   73.8

<none>               606.7   85.7

+ X2    1       9.9  596.7   87.3

- X1    1    1161.4 1768.0  110.5

- X3    1    6051.5 6658.1  143.6

Step:  AIC= 73.85 

 Y ~ X3 + X1 + X4 

       Df Sum of Sq     RSS     AIC

<none>               348.20   73.85

+ X2    1     12.22  335.98   74.95

- X4    1    258.46  606.66   85.73

- X1    1    763.12 1111.31  100.86

- X3    1   1324.39 1672.59  111.08

>   step.both

Call:

lm(formula = Y ~ X3 + X1 + X4, data = set1)

Coefficients:

(Intercept)           X3           X1           X4  

  -124.2000       1.3570       0.2963       0.5174  

>   step.both$anova

  Step Df  Deviance Resid. Df Resid. Dev       AIC

1      NA        NA        24  9054.0000 149.30215

2 + X3 -1 7285.9772        23  1768.0228 110.46853

3 + X1 -1 1161.3654        22   606.6574  85.72721

4 + X4 -1  258.4604        21   348.1970  73.84732

>   #Using hypothesis tests

>   test.var<-function(Ho, Ha, data) {

      Ho.mod<-lm(formula = Ho, data = data)  

      Ha.mod<-lm(formula = Ha, data = data) 

      anova.fit<-anova(Ho.mod, Ha.mod)

      round(anova.fit$"Pr(>F)"[2], 8)

    }

>   X1<-test.var(Ho = Y ~ 1, Ha = Y ~ X1, data = set1)

>   X2<-test.var(Ho = Y ~ 1, Ha = Y ~ X2, data = set1)

>   X3<-test.var(Ho = Y ~ 1, Ha = Y ~ X3, data = set1)

>   X4<-test.var(Ho = Y ~ 1, Ha = Y ~ X4, data = set1)

>   data.frame(X1, X2, X3, X4)

          X1         X2 X3    X4

1 0.00851722 0.01148695  0 2e-08

>   #Result: add X3

>   #What can be added to X3 model?

>   X1<-test.var(Ho = Y ~ X3, Ha = Y ~ X3 + X1, data = set1)

>   X2<-test.var(Ho = Y ~ X3, Ha = Y ~ X3 + X2, data = set1)

>   X4<-test.var(Ho = Y ~ X3, Ha = Y ~ X3 + X4, data = set1)

>   data.frame(X1, X2, X4)

        X1        X2         X4

1 1.58e-06 0.6994553 0.00157006

>   #Result: add X1

>   #Check if X3 can be removed

>   X3<-test.var(Ho = Y ~ X1, Ha = Y ~ X3 + X1, data = set1)

>   data.frame(X3)

  X3

1  0

>   #Result: No

>   #What can be added to X3 and X1 model?

>   X2<-test.var(Ho = Y ~ X3 + X1, Ha = Y ~ X3 + X1 + X2, data = set1)

>   X4<-test.var(Ho = Y ~ X3 + X1, Ha = Y ~ X3 + X1 + X4, data = set1)

>   data.frame(X2, X4)

         X2         X4

1 0.5605965 0.00073536

>   #Result: add X4

>   #Check if X3 or X1 can be removed

>   X1<-test.var(Ho = Y ~ X3 + X4, Ha = Y ~ X3 + X1 + X4, data = set1)

>   X3<-test.var(Ho = Y ~ X1 + X4, Ha = Y ~ X3 + X1 + X4, data = set1)

>   data.frame(X1, X3)

        X1    X3

1 1.04e-06 1e-08

>   #Result: No

>   #What can be added to X3, X1, and X4 model?

>   X2<-test.var(Ho = Y ~ X3 + X1 + X4, Ha = Y ~ X3 + X1 + X4 + X2, data = set1)

>   data.frame(X2)

         X2

1 0.4038262

>   #Result: None

9.21     Answer key:
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The answer key PRESS value is for the X1, X3 model when it should have been for the X1, X3, X4 model (471.45).  The SSE for the correct model is 348.2.  
The last sentence refers to material in Section 9.5.  
9.25
Answer key
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Additional results

a. Use log(stay, base = 10) to get the log10(Y).  There is a potentially unusually small value for facilities.  Examine the other variables on your own.  Possible normality problems still?
b. Do on your own 

c. Part of my output

> #Part c

> library(leaps)

> select.var<-regsubsets(x = log(stay, base = 10) ~ age + infection + culture + 

                         xray + beds + census + nurses + facilities,

                         data = senic[57:113,], method = "exhaustive", nbest=4)

> select.sum<-summary(select.var, matrix.logical=TRUE)

> data.frame(cp = select.sum$cp, select.sum$outmat)

                cp   age infection culture  xray  beds census nurses facilities

1  ( 1 ) 16.232900 FALSE     FALSE   FALSE FALSE FALSE   TRUE  FALSE      FALSE

1  ( 2 ) 20.605409 FALSE     FALSE   FALSE FALSE  TRUE  FALSE  FALSE      FALSE

1  ( 3 ) 32.428980 FALSE      TRUE   FALSE FALSE FALSE  FALSE  FALSE      FALSE

1  ( 4 ) 32.565052 FALSE     FALSE   FALSE FALSE FALSE  FALSE   TRUE      FALSE

2  ( 1 )  7.479045 FALSE     FALSE   FALSE  TRUE FALSE   TRUE  FALSE      FALSE

2  ( 2 )  9.651600  TRUE     FALSE   FALSE FALSE FALSE   TRUE  FALSE      FALSE

2  ( 3 ) 10.924229 FALSE     FALSE   FALSE  TRUE  TRUE  FALSE  FALSE      FALSE

2  ( 4 ) 13.367694  TRUE     FALSE   FALSE FALSE  TRUE  FALSE  FALSE      FALSE

3  ( 1 )  3.811204  TRUE     FALSE   FALSE  TRUE FALSE   TRUE  FALSE      FALSE
3  ( 2 )  6.175797 FALSE     FALSE   FALSE  TRUE FALSE   TRUE   TRUE      FALSE

3  ( 3 )  6.766933 FALSE     FALSE   FALSE  TRUE  TRUE   TRUE  FALSE      FALSE

3  ( 4 )  6.822944  TRUE     FALSE   FALSE  TRUE  TRUE  FALSE  FALSE      FALSE

4  ( 1 )  3.863841  TRUE     FALSE   FALSE  TRUE FALSE   TRUE   TRUE      FALSE
4  ( 2 )  4.269604  TRUE     FALSE   FALSE  TRUE  TRUE   TRUE  FALSE      FALSE
4  ( 3 )  4.656757  TRUE     FALSE    TRUE  TRUE FALSE   TRUE  FALSE      FALSE

4  ( 4 )  5.184005  TRUE      TRUE   FALSE  TRUE FALSE   TRUE  FALSE      FALSE

5  ( 1 )  4.283919  TRUE     FALSE    TRUE  TRUE FALSE   TRUE   TRUE      FALSE
5  ( 2 )  4.449965  TRUE      TRUE   FALSE  TRUE FALSE   TRUE   TRUE      FALSE

5  ( 3 )  4.907424  TRUE     FALSE   FALSE  TRUE  TRUE   TRUE   TRUE      FALSE

5  ( 4 )  5.573937  TRUE     FALSE   FALSE  TRUE FALSE   TRUE   TRUE       TRUE

6  ( 1 )  5.594622  TRUE      TRUE   FALSE  TRUE  TRUE   TRUE   TRUE      FALSE
6  ( 2 )  5.675155  TRUE      TRUE    TRUE  TRUE FALSE   TRUE   TRUE      FALSE

6  ( 3 )  5.844679  TRUE     FALSE    TRUE  TRUE FALSE   TRUE   TRUE       TRUE

6  ( 4 )  5.865203  TRUE     FALSE    TRUE  TRUE  TRUE   TRUE   TRUE      FALSE

7  ( 1 )  7.165804  TRUE      TRUE    TRUE  TRUE FALSE   TRUE   TRUE       TRUE

7  ( 2 )  7.184058  TRUE      TRUE    TRUE  TRUE  TRUE   TRUE   TRUE      FALSE

7  ( 3 )  7.519896  TRUE      TRUE   FALSE  TRUE  TRUE   TRUE   TRUE       TRUE

7  ( 4 )  7.705715  TRUE     FALSE    TRUE  TRUE  TRUE   TRUE   TRUE       TRUE

8  ( 1 )  9.000000  TRUE      TRUE    TRUE  TRUE  TRUE   TRUE   TRUE       TRUE

Remember to compare the Cp numbers to p, not p – 1.  The answer key could give a few more good models.    
Notice the – sign in front of X3.  This is because it is being considered for removal.
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